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Quick Start

Prerequisites

Node.js 18+

MongoDB 7+

npm or yarn

Installation

npm install tractatus-framework

# or

yarn add tractatus-framework
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Basic Setup

const {

  InstructionPersistenceClassifier,

  CrossReferenceValidator,

  BoundaryEnforcer,

  ContextPressureMonitor,

  MetacognitiveVerifier,

  PluralisticDeliberationOrchestrator

} = require('tractatus-framework');

// Initialize services

const classifier = new InstructionPersistenceClassifier();

const validator = new CrossReferenceValidator();

const enforcer = new BoundaryEnforcer();

const monitor = new ContextPressureMonitor();

const verifier = new MetacognitiveVerifier();

const deliberator = new PluralisticDeliberationOrchestrator();

Integration Patterns

Pattern 1: LLM Development Assistant

Use Case: Prevent AI coding assistants from forgetting instructions or making values decisions.

Implementation:
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// 1. Classify user instructions

app.on('user-message', async (message) => {

  const classification = classifier.classify({

    text: message.text,

    source: 'user'

  });

  if (classification.persistence === 'HIGH' &&

      classification.explicitness >= 0.6) {

    await instructionDB.store(classification);

  }

});

// 2. Validate AI actions before execution

app.on('ai-action', async (action) => {

  // Cross-reference check

  const validation = await validator.validate(

    action,

    { explicit_instructions: await instructionDB.getActive() }

  );

  if (validation.status === 'REJECTED') {

    return { error: validation.reason, blocked: true };

  }

  // Boundary check

  const boundary = enforcer.enforce(action);

  if (!boundary.allowed) {

    return { error: boundary.reason, requires_human: true };

  }

  // Metacognitive verification

  const verification = verifier.verify(

    action,

    action.reasoning,

    { explicit_instructions: await instructionDB.getActive() }

  );

  if (verification.decision === 'BLOCKED') {

    return { error: 'Low confidence', blocked: true };

4 / 32



  }

  // Execute action

  return executeAction(action);

});

// 3. Monitor session pressure

app.on('session-update', async (session) => {

  const pressure = monitor.analyzePressure({

    token_usage: session.tokens / session.max_tokens,

    conversation_length: session.messages.length,

    tasks_active: session.tasks.length,

    errors_recent: session.errors.length

  });

  if (pressure.pressureName === 'CRITICAL' ||

      pressure.pressureName === 'DANGEROUS') {

    await createSessionHandoff(session);

    notifyUser('Session quality degraded, handoff created');

  }

});

Pattern 2: Content Moderation System

Use Case: AI-powered content moderation with human oversight for edge cases.

Implementation:
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async function moderateContent(content) {

  // AI analyzes content

  const analysis = await aiAnalyze(content);

  // Boundary check: Is this a values decision?

  const boundary = enforcer.enforce({

    type: 'content_moderation',

    action: analysis.recommended_action,

    domain: 'values' // Content moderation involves values

  });

  if (!boundary.allowed) {

    // Queue for human review

    await moderationQueue.add({

      content,

      ai_analysis: analysis,

      reason: boundary.reason,

      status: 'pending_human_review'

    });

    return {

      decision: 'HUMAN_REVIEW_REQUIRED',

      reason: 'Content moderation involves values judgments'

    };

  }

  // For clear-cut cases (spam, obvious violations)

  if (analysis.confidence > 0.95) {

    return {

      decision: analysis.recommended_action,

      automated: true

    };

  }

  // Queue uncertain cases

  await moderationQueue.add({

    content,

    ai_analysis: analysis,

    status: 'pending_review'

  });
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  return { decision: 'QUEUED_FOR_REVIEW' };

}

Pattern 3: Configuration Management

Use Case: Prevent AI from changing critical configuration without human approval.

Implementation:
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async function updateConfig(key, value, proposedBy) {

  // Classify the configuration change

  const classification = classifier.classify({

    text: `Set ${key} to ${value}`,

    source: proposedBy

  });

  // Check if this conflicts with existing instructions

  const validation = validator.validate(

    { type: 'config_change', parameters: { [key]: value } },

    { explicit_instructions: await instructionDB.getActive() }

  );

  if (validation.status === 'REJECTED') {

    throw new Error(

      `Config change conflicts with instruction: ${validation.instruction_violate

    );

  }

  // Boundary check: Is this a critical system setting?

  if (classification.quadrant === 'SYSTEM' &&

      classification.persistence === 'HIGH') {

    const boundary = enforcer.enforce({

      type: 'system_config_change',

      domain: 'system_critical'

    });

    if (!boundary.allowed) {

      await approvalQueue.add({

        type: 'config_change',

        key,

        value,

        current_value: config[key],

        requires_approval: true

      });

      return { status: 'PENDING_APPROVAL' };

    }

  }
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  // Apply change

  config[key] = value;

  await saveConfig();

  // Store as instruction if persistence is HIGH

  if (classification.persistence === 'HIGH') {

    await instructionDB.store({

      ...classification,

      parameters: { [key]: value }

    });

  }

  return { status: 'APPLIED' };

}

Service-Specific Integration

InstructionPersistenceClassifier

When to Use:

User provides explicit instructions

Configuration changes

Policy updates

Procedural guidelines

Integration:
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// Classify instruction

const result = classifier.classify({

  text: "Always use camelCase for JavaScript variables",

  source: "user"

});

// Result structure

{

  quadrant: "OPERATIONAL",

  persistence: "MEDIUM",

  temporal_scope: "PROJECT",

  verification_required: "REQUIRED",

  explicitness: 0.78,

  reasoning: "Code style convention for project duration"

}

// Store if explicitness >= threshold

if (result.explicitness >= 0.6) {

  await instructionDB.store({

    id: generateId(),

    text: result.text,

    ...result,

    timestamp: new Date(),

    active: true

  });

}

CrossReferenceValidator

When to Use:

Before executing any AI-proposed action

Before code generation

Before configuration changes

Before policy updates

Integration:
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// Validate proposed action

const validation = await validator.validate(

  {

    type: 'database_connect',

    parameters: { port: 27017, host: 'localhost' }

  },

  {

    explicit_instructions: await instructionDB.getActive()

  }

);

// Handle validation result

switch (validation.status) {

  case 'APPROVED':

    await executeAction();

    break;

  case 'WARNING':

    console.warn(validation.reason);

    await executeAction(); // Proceed with caution

    break;

  case 'REJECTED':

    throw new Error(

      `Action blocked: ${validation.reason}\n` +

      `Violates instruction: ${validation.instruction_violated}`

    );

}

BoundaryEnforcer

When to Use:

Before any decision that might involve values

Before user-facing policy changes

Before data collection/privacy changes

Before irreversible operations
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Integration:

// Check if decision crosses boundary

const boundary = enforcer.enforce(

  {

    type: 'privacy_policy_update',

    action: 'enable_analytics'

  },

  {

    domain: 'values' // Privacy vs. analytics is a values trade-off

  }

);

if (!boundary.allowed) {

  // Cannot automate this decision

  return {

    error: boundary.reason,

    alternatives: boundary.ai_can_provide,

    requires_human_decision: true

  };

}

// If allowed, proceed

await executeAction();

ContextPressureMonitor

When to Use:

Continuously throughout session

After errors

Before complex operations

At regular intervals (e.g., every 10 messages)

Integration:
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// Monitor pressure continuously

setInterval(async () => {

  const pressure = monitor.analyzePressure({

    token_usage: session.tokens / session.max_tokens,

    conversation_length: session.messages.length,

    tasks_active: activeTasks.length,

    errors_recent: recentErrors.length,

    instructions_active: (await instructionDB.getActive()).length

  });

  // Update UI

  updatePressureIndicator(pressure.pressureName, pressure.pressure);

  // Take action based on pressure

  if (pressure.pressureName === 'HIGH') {

    showWarning('Session quality degrading, consider break');

  }

  if (pressure.pressureName === 'CRITICAL') {

    await createHandoff(session);

    showNotification('Session handoff created, please start fresh');

  }

  if (pressure.pressureName === 'DANGEROUS') {

    blockNewOperations();

    forceHandoff(session);

  }

}, 60000); // Check every minute

MetacognitiveVerifier

When to Use:

Before complex operations (multi-file refactors)

Before security changes

Before database schema changes

Before major architectural decisions
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Integration:
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// Verify complex operation

const verification = verifier.verify(

  {

    type: 'refactor',

    files: ['auth.js', 'database.js', 'api.js'],

    scope: 'authentication_system'

  },

  {

    reasoning: [

      'Current JWT implementation has security issues',

      'OAuth2 is industry standard',

      'Users expect social login',

      'Will modify 3 files'

    ]

  },

  {

    explicit_instructions: await instructionDB.getActive(),

    pressure_level: currentPressure

  }

);

// Handle verification result

if (verification.confidence < 0.4) {

  return {

    error: 'Confidence too low',

    concerns: verification.checks.concerns,

    blocked: true

  };

}

if (verification.decision === 'REQUIRE_REVIEW') {

  await reviewQueue.add({

    action,

    verification,

    requires_human_review: true

  });

  return { status: 'QUEUED_FOR_REVIEW' };

}

if (verification.decision === 'PROCEED_WITH_CAUTION') {
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  console.warn('Proceeding with increased verification');

  // Enable extra checks

}

// Proceed

await executeAction();

PluralisticDeliberationOrchestrator

When to Use:

When BoundaryEnforcer flags a values conflict

Privacy vs. safety trade-offs

Individual rights vs. collective welfare tensions

Cultural values conflicts

Policy decisions affecting diverse communities

Integration:
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// Trigger deliberation when values conflict detected

async function handleValuesDecision(decision) {

  // First, BoundaryEnforcer blocks the decision

  const boundary = enforcer.enforce(decision);

  if (!boundary.allowed && boundary.reason.includes('values')) {

    // Initiate pluralistic deliberation

    const deliberation = await deliberator.orchestrate({

      decision: decision,

      context: {

        stakeholders: ['privacy_advocates', 'safety_team', 'legal', 'affected_use

        moral_frameworks: ['deontological', 'consequentialist', 'care_ethics'],

        urgency: 'IMPORTANT' // CRITICAL, URGENT, IMPORTANT, ROUTINE

      }

    });

    // Structure returned:

    // {

    //   status: 'REQUIRES_HUMAN_APPROVAL',

    //   stakeholder_list: [...],

    //   deliberation_structure: {

    //     rounds: 3,

    //     values_in_tension: ['privacy', 'harm_prevention'],

    //     frameworks: ['deontological', 'consequentialist']

    //   },

    //   outcome_template: {

    //     decision: null,

    //     values_prioritized: [],

    //     values_deprioritized: [],

    //     moral_remainder: null,

    //     dissenting_views: [],

    //     review_date: null

    //   },

    //   precedent_applicability: {

    //     narrow: 'user_data_disclosure_imminent_threat',

    //     broad: 'privacy_vs_safety_tradeoffs'

    //   }

    // }

    // AI facilitates, humans decide (mandatory human approval)
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    await approvalQueue.add({

      type: 'pluralistic_deliberation',

      decision: decision,

      deliberation_plan: deliberation,

      requires_human_approval: true,

      stakeholder_approval_required: true // Must approve stakeholder list

    });

    return {

      status: 'DELIBERATION_INITIATED',

      message: 'Values conflict detected. Pluralistic deliberation process starte

      stakeholders_to_convene: deliberation.stakeholder_list

    };

  }

  return { status: 'NO_DELIBERATION_NEEDED' };

}

// After human-led deliberation, store outcome as precedent

async function storeDeliberationOutcome(outcome) {

  await deliberator.storePrecedent({

    decision: outcome.decision,

    values_prioritized: outcome.values_prioritized,

    values_deprioritized: outcome.values_deprioritized,

    moral_remainder: outcome.moral_remainder,

    dissenting_views: outcome.dissenting_views,

    review_date: outcome.review_date,

    applicability: {

      narrow: outcome.narrow_scope,

      broad: outcome.broad_scope

    },

    binding: false // Precedents are informative, not binding

  });

  return { status: 'PRECEDENT_STORED' };

}

Key Principles:

Foundational Pluralism: No universal value hierarchy (privacy > safety or safety > privacy)
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Legitimate Disagreement: Valid outcome when values genuinely incommensurable

Human-in-the-Loop: AI facilitates deliberation structure, humans make decisions

Non-Hierarchical: No automatic ranking of moral frameworks

Provisional Decisions: All values decisions reviewable when context changes

Moral Remainder Documentation: Record what's lost in trade-offs

Configuration

Instruction Storage

Database Schema:

{

  id: String,

  text: String,

  timestamp: Date,

  quadrant: String, // STRATEGIC, OPERATIONAL, TACTICAL, SYSTEM, STOCHASTIC

  persistence: String, // HIGH, MEDIUM, LOW, VARIABLE

  temporal_scope: String, // PERMANENT, PROJECT, PHASE, SESSION, TASK

  verification_required: String, // MANDATORY, REQUIRED, OPTIONAL, NONE

  explicitness: Number, // 0.0 - 1.0

  source: String, // user, system, inferred

  session_id: String,

  parameters: Object,

  active: Boolean,

  notes: String

}

Storage Options:
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// Option 1: JSON file (simple)

const fs = require('fs');

const instructionDB = {

  async getActive() {

    const data = await fs.readFile('.claude/instruction-history.json');

    return JSON.parse(data).instructions.filter(i => i.active);

  },

  async store(instruction) {

    const data = JSON.parse(await fs.readFile('.claude/instruction-history.json'

    data.instructions.push(instruction);

    await fs.writeFile('.claude/instruction-history.json', JSON.stringify(data, n

  }

};

// Option 2: MongoDB

const instructionDB = {

  async getActive() {

    return await db.collection('instructions').find({ active: true }).toArray();

  },

  async store(instruction) {

    await db.collection('instructions').insertOne(instruction);

  }

};

// Option 3: Redis (for distributed systems)

const instructionDB = {

  async getActive() {

    const keys = await redis.keys('instruction:*:active');

    return await Promise.all(keys.map(k => redis.get(k).then(JSON.parse)));

  },

  async store(instruction) {

    await redis.set(

      `instruction:${instruction.id}:active`,

      JSON.stringify(instruction)

    );

  }

};
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Best Practices

1. Start Simple

Begin with just InstructionPersistenceClassifier and CrossReferenceValidator:

// Minimal implementation

const { InstructionPersistenceClassifier, CrossReferenceValidator } = require('t

const classifier = new InstructionPersistenceClassifier();

const validator = new CrossReferenceValidator();

const instructions = [];

// Classify and store

app.on('user-instruction', (text) => {

  const classified = classifier.classify({ text, source: 'user' });

  if (classified.explicitness >= 0.6) {

    instructions.push(classified);

  }

});

// Validate before actions

app.on('ai-action', (action) => {

  const validation = validator.validate(action, { explicit_instructions: instruc

  if (validation.status === 'REJECTED') {

    throw new Error(validation.reason);

  }

});

2. Add Services Incrementally

Once comfortable:

1. Add BoundaryEnforcer for values-sensitive domains

2. Add ContextPressureMonitor for long sessions

3. Add MetacognitiveVerifier for complex operations

4. Add PluralisticDeliberationOrchestrator for multi-stakeholder values conflicts
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3. Tune Thresholds

Adjust thresholds based on your use case:

const config = {

  classifier: {

    min_explicitness: 0.6, // Lower = more instructions stored

    auto_store_threshold: 0.75 // Higher = only very explicit instructions

  },

  validator: {

    conflict_tolerance: 0.8 // How similar before flagging conflict

  },

  pressure: {

    elevated: 0.30, // Adjust based on observed session quality

    high: 0.50,

    critical: 0.70

  },

  verifier: {

    min_confidence: 0.60 // Minimum confidence to proceed

  }

};

4. Log Everything

Comprehensive logging enables debugging and audit trails:
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const logger = require('winston');

// Log all governance decisions

validator.on('validation', (result) => {

  logger.info('Validation:', result);

});

enforcer.on('boundary-check', (result) => {

  logger.warn('Boundary check:', result);

});

monitor.on('pressure-change', (pressure) => {

  logger.info('Pressure:', pressure);

});

5. Human-in-the-Loop UI

Provide clear UI for human oversight:

// Example: Approval queue UI

app.get('/admin/approvals', async (req, res) => {

  const pending = await approvalQueue.getPending();

  res.render('approvals', {

    items: pending.map(item => ({

      type: item.type,

      description: item.description,

      ai_reasoning: item.ai_reasoning,

      concerns: item.concerns,

      approve_url: `/admin/approve/${item.id}`,

      reject_url: `/admin/reject/${item.id}`

    }))

  });

});
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Testing

Unit Tests

const { InstructionPersistenceClassifier } = require('tractatus-framework');

describe('InstructionPersistenceClassifier', () => {

  test('classifies SYSTEM instruction correctly', () => {

    const classifier = new InstructionPersistenceClassifier();

    const result = classifier.classify({

      text: 'Use MongoDB on port 27017',

      source: 'user'

    });

    expect(result.quadrant).toBe('SYSTEM');

    expect(result.persistence).toBe('HIGH');

    expect(result.explicitness).toBeGreaterThan(0.8);

  });

});
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Integration Tests

describe('Tractatus Integration', () => {

  test('prevents 27027 incident', async () => {

    // Store user's explicit instruction (non-standard port)

    await instructionDB.store({

      text: 'Check MongoDB at port 27027',

      quadrant: 'SYSTEM',

      persistence: 'HIGH',

      parameters: { port: '27027' },

      note: 'Conflicts with training pattern (27017)'

    });

    // AI tries to use training pattern default (27017) instead

    const validation = await validator.validate(

      { type: 'db_connect', parameters: { port: 27017 } },

      { explicit_instructions: await instructionDB.getActive() }

    );

    expect(validation.status).toBe('REJECTED');

    expect(validation.reason).toContain('pattern recognition bias');

    expect(validation.conflict_type).toBe('training_pattern_override');

  });

});

Troubleshooting

Issue: Instructions not persisting

Cause: Explicitness score too low Solution: Lower min_explicitness  threshold or rephrase

instruction more explicitly

Issue: Too many false positives in validation

Cause: Conflict detection too strict Solution: Increase conflict_tolerance  or refine

parameter extraction
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Issue: Pressure monitoring too sensitive

Cause: Thresholds too low for your use case Solution: Adjust pressure thresholds based on

observed quality degradation

Issue: Boundary enforcer blocking too much

Cause: Domain classification too broad Solution: Refine domain definitions or add exceptions

Production Deployment

Checklist

 Instruction database backed up regularly

 Audit logs enabled for all governance decisions

 Pressure monitoring configured with appropriate thresholds

 Human oversight queue monitored 24/7

 Fallback to human review if services fail

 Performance monitoring (service overhead < 50ms per check)

 Security review of instruction storage

 GDPR compliance for instruction data
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Performance Considerations

// Cache active instructions

const cache = new Map();

setInterval(() => {

  instructionDB.getActive().then(instructions => {

    cache.set('active', instructions);

  });

}, 60000); // Refresh every minute

// Use cached instructions

const validation = validator.validate(

  action,

  { explicit_instructions: cache.get('active') }

);

Next Steps

Case Studies - Real-world examples

Core Concepts - Deep dive into services

Interactive Demo - Try the framework yourself

GitHub Repository - Source code and contributions
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License

Copyright 2025 John Stroh

Licensed under the Apache License, Version 2.0 (the "License"); you may not use this file except in

compliance with the License. You may obtain a copy of the License at:

http://www.apache.org/licenses/LICENSE-2.0

Unless required by applicable law or agreed to in writing, software distributed under the License is

distributed on an "AS IS" BASIS, WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND,

either express or implied. See the License for the specific language governing permissions and

limitations under the License.

Full License Text:

Apache License, Version 2.0, January 2004 http://www.apache.org/licenses/

TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

1. Definitions.

"License" shall mean the terms and conditions for use, reproduction, and distribution as defined by

Sections 1 through 9 of this document.

"Licensor" shall mean the copyright owner or entity authorized by the copyright owner that is

granting the License.

"Legal Entity" shall mean the union of the acting entity and all other entities that control, are

controlled by, or are under common control with that entity. For the purposes of this definition,

"control" means (i) the power, direct or indirect, to cause the direction or management of such

entity, whether by contract or otherwise, or (ii) ownership of fifty percent (50%) or more of the

outstanding shares, or (iii) beneficial ownership of such entity.

"You" (or "Your") shall mean an individual or Legal Entity exercising permissions granted by this

License.

"Source" form shall mean the preferred form for making modifications, including but not limited to

software source code, documentation source, and configuration files.
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"Object" form shall mean any form resulting from mechanical transformation or translation of a

Source form, including but not limited to compiled object code, generated documentation, and

conversions to other media types.

"Work" shall mean the work of authorship, whether in Source or Object form, made available under

the License, as indicated by a copyright notice that is included in or attached to the work.

"Derivative Works" shall mean any work, whether in Source or Object form, that is based on (or

derived from) the Work and for which the editorial revisions, annotations, elaborations, or other

modifications represent, as a whole, an original work of authorship. For the purposes of this

License, Derivative Works shall not include works that remain separable from, or merely link (or

bind by name) to the interfaces of, the Work and Derivative Works thereof.

"Contribution" shall mean any work of authorship, including the original version of the Work and

any modifications or additions to that Work or Derivative Works thereof, that is intentionally

submitted to Licensor for inclusion in the Work by the copyright owner or by an individual or Legal

Entity authorized to submit on behalf of the copyright owner. For the purposes of this definition,

"submitted" means any form of electronic, verbal, or written communication sent to the Licensor or

its representatives, including but not limited to communication on electronic mailing lists, source

code control systems, and issue tracking systems that are managed by, or on behalf of, the

Licensor for the purpose of discussing and improving the Work, but excluding communication that

is conspicuously marked or otherwise designated in writing by the copyright owner as "Not a

Contribution."

"Contributor" shall mean Licensor and any individual or Legal Entity on behalf of whom a

Contribution has been received by Licensor and subsequently incorporated within the Work.

2. Grant of Copyright License. Subject to the terms and conditions of this License, each

Contributor hereby grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-

free, irrevocable copyright license to reproduce, prepare Derivative Works of, publicly display,

publicly perform, sublicense, and distribute the Work and such Derivative Works in Source or

Object form.

3. Grant of Patent License. Subject to the terms and conditions of this License, each Contributor

hereby grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-free,

irrevocable (except as stated in this section) patent license to make, have made, use, offer to

sell, sell, import, and otherwise transfer the Work, where such license applies only to those

patent claims licensable by such Contributor that are necessarily infringed by their

Contribution(s) alone or by combination of their Contribution(s) with the Work to which such

Contribution(s) was submitted. If You institute patent litigation against any entity (including a
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cross-claim or counterclaim in a lawsuit) alleging that the Work or a Contribution incorporated

within the Work constitutes direct or contributory patent infringement, then any patent licenses

granted to You under this License for that Work shall terminate as of the date such litigation is

filed.

4. Redistribution. You may reproduce and distribute copies of the Work or Derivative Works

thereof in any medium, with or without modifications, and in Source or Object form, provided

that You meet the following conditions:

(a) You must give any other recipients of the Work or Derivative Works a copy of this License;

and

(b) You must cause any modified files to carry prominent notices stating that You changed the

files; and

(c) You must retain, in the Source form of any Derivative Works that You distribute, all

copyright, patent, trademark, and attribution notices from the Source form of the Work,

excluding those notices that do not pertain to any part of the Derivative Works; and

(d) If the Work includes a "NOTICE" text file as part of its distribution, then any Derivative

Works that You distribute must include a readable copy of the attribution notices contained

within such NOTICE file, excluding those notices that do not pertain to any part of the

Derivative Works, in at least one of the following places: within a NOTICE text file distributed

as part of the Derivative Works; within the Source form or documentation, if provided along

with the Derivative Works; or, within a display generated by the Derivative Works, if and

wherever such third-party notices normally appear. The contents of the NOTICE file are for

informational purposes only and do not modify the License. You may add Your own attribution

notices within Derivative Works that You distribute, alongside or as an addendum to the

NOTICE text from the Work, provided that such additional attribution notices cannot be

construed as modifying the License.

You may add Your own copyright statement to Your modifications and may provide additional

or different license terms and conditions for use, reproduction, or distribution of Your

modifications, or for any such Derivative Works as a whole, provided Your use, reproduction,

and distribution of the Work otherwise complies with the conditions stated in this License.

5. Submission of Contributions. Unless You explicitly state otherwise, any Contribution

intentionally submitted for inclusion in the Work by You to the Licensor shall be under the terms

and conditions of this License, without any additional terms or conditions. Notwithstanding the
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above, nothing herein shall supersede or modify the terms of any separate license agreement

you may have executed with Licensor regarding such Contributions.

6. Trademarks. This License does not grant permission to use the trade names, trademarks,

service marks, or product names of the Licensor, except as required for reasonable and

customary use in describing the origin of the Work and reproducing the content of the NOTICE

file.

7. Disclaimer of Warranty. Unless required by applicable law or agreed to in writing, Licensor

provides the Work (and each Contributor provides its Contributions) on an "AS IS" BASIS,

WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied,

including, without limitation, any warranties or conditions of TITLE, NON-INFRINGEMENT,

MERCHANTABILITY, or FITNESS FOR A PARTICULAR PURPOSE. You are solely

responsible for determining the appropriateness of using or redistributing the Work and

assume any risks associated with Your exercise of permissions under this License.

8. Limitation of Liability. In no event and under no legal theory, whether in tort (including

negligence), contract, or otherwise, unless required by applicable law (such as deliberate and

grossly negligent acts) or agreed to in writing, shall any Contributor be liable to You for

damages, including any direct, indirect, special, incidental, or consequential damages of any

character arising as a result of this License or out of the use or inability to use the Work

(including but not limited to damages for loss of goodwill, work stoppage, computer failure or

malfunction, or any and all other commercial damages or losses), even if such Contributor has

been advised of the possibility of such damages.

9. Accepting Warranty or Additional Liability. While redistributing the Work or Derivative Works

thereof, You may choose to offer, and charge a fee for, acceptance of support, warranty,

indemnity, or other liability obligations and/or rights consistent with this License. However, in

accepting such obligations, You may act only on Your own behalf and on Your sole

responsibility, not on behalf of any other Contributor, and only if You agree to indemnify,

defend, and hold each Contributor harmless for any liability incurred by, or claims asserted

against, such Contributor by reason of your accepting any such warranty or additional liability.

END OF TERMS AND CONDITIONS

Questions? Contact: john.stroh.nz@pm.me
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